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Resource Management in
the Cloud
Cloud datacenters usually comprise hundreds or
thousands of machines, providing highly reliable,
efficient and scalable services.

Effective resource management is very important but
also very difficult to guarantee both quality of service
and high resource utilization, as cloud tenants are fully
autonomous and highly dynamic.
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The Dilemma
•The global
server utilization
is very low, only
6%~12%.
•Even if
optimized by
virtualization
technology, the
utilization rate is
still only
7%~17%.

Co-locating?

•The competition
and interference
on shared
resources will
cause latency
spikes that
violate the
service-level
objectives of
latency-sensitive
tasks.
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The Motivation
• To better design effective and efficient resource
scheduler for clouds, it is very necessary to
understand the machine characteristics and
workload behaviors in large-scale production
cloud data centers.
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Alibaba Trace
• Released in September, 2017
• Contains 1300 servers over 12 hours
• Information include events and usage
of machine, batch workload and
online service (container)
• Machine events table and Machine
resource utilization table
• Instance table and task table
• Service instance event table and service
instance usage table

• Download:
https://github.com/alibaba/clusterdat
a
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Main Insights
• We perform a deep analysis on the Alibaba
trace, and discover several interesting insights
about imbalance that appears in the cloud..
Insights

Suggestions

1

Spatial Imbalance: heterogeneous
Global scheduling, load balance
resource utilization across machines and
workloads
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Temporal Imbalance: greatly timevarying resource usages per workload
and machine

Accurately prediction and reservation
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Imbalanced proportion of multidimensional resources (CPU and
memory) utilization per workload

Fair share scheduling
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Imbalanced resource demands and
runtime statistics (duration and task
number) between online service and
offline batch jobs.

Co-scheduling, SJF, etc
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Cluster Resource Usage

Spatial imbalance: heterogeneous resource utilization across
machines
Temporal imbalance: time-varying resource usages per machine
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Imbalance in MultiDimensional Resources
Improvement
space

Hot spot

40%<avg<60%
20%<avg<40%

Multi-dimensional resource imbalance

The proportion of multi-dimensional resources utilization (CPU and
memory) of workloads is imbalanced.
The average CPU utilization per machine is within 40% and maximum maintains
about 60% along the sampling period.
Average memory utilization per machine is within 60% and maximum about 90%.
Severe wastes and resource inefficiency of CPU and memory resources in
cluster
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Task Status
Imbalanced numbers and
durations of runtime instances
for service and batch jobs.
Though the utilization of the
whole cluster is very low, there
are still some tasks waiting for
resources.
The average instance duration
is 129s.
*Note each online service instance
(totally 11089) belongs to one job, is
running within a Linux container for
12 hours.
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Used vs Requested (Batch)
Imbalance between requested
and used resources.

jobs

Most of the batch jobs requested 1
to 100 cores of CPU for each task.
But most jobs used 0.01 to 1 core
CPU per task while very few used
more than 100 cores.
Most tasks request either 0.5 or 1
core CPU per instance, while few
requests 6 or 8 cores.
The used CPU numbers are mainly
between 0.1 and 0.7.

tasks

Most tasks requested normalized
memory sizes between 0.05 and 0.15
per instance.
While they commonly used 0.001 to
0.05

Requested

Used
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Used vs Requested (Service)
Very stable, opportunity
to make better
reservations

Around 45%

Around 10%

There are always some portions of instances consuming 60% to 90%
resources, while some used near-to-zero cores.
The maximum memory utilization keeps 79%, while the minimum maintains 1%.
Such spatial and temporal imbalance across service instances make it knotty
to make proper reservations.
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Statistical Resource
Consumption by Instances

CPU

Memory

We observe imbalanced proportion between CPU and memory utilization.
There are 50% of instances whose average CPU utilization of 12 hours reached
up to 0.05, maximum 0.2 and minimum 0.02.
There are even 90% of instances whose maximum CPU utilization of 12 hours
only reached up to 0.4.
Memory utilization is a little higher. There are 50% of instances reaching about
0.45, 0.5 and 0.35 respectively.
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Moving Average of Container (top)
and Machine (bottom) CPU load

The task assignment is temporal imbalanced.
The maximum container CPU load is less than 60%, and the average
CPU load is lower than 10%, which means most of containers use less
than 10% of the CPU.
The fluctuation of server CPU load is similar to the container CPU load.
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Imbalance Job Duration
Distributions of Batch Jobs

About 90% of jobs run less than 0.19 hour, while the longest one is
running up to 10 hours.
Short jobs overwhelmingly occupied the cluster.
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Insights
The imbalance exists in the entire operation of the cluster, including
spatial, temporal, multi-dimensional resources, demands, duration, task
number, etc.
The average CPU utilization per machine in Alibaba cluster is between
20%~40%. The average memory utilization per machine is between
40%~60%.
Most jobs are short jobs. The average instance duration for batch job is
129s, about 90% of jobs run less than 0.19 hour.
Most of the requested resources are wasted, only 10% CPU and 45%
memory resource are really used for online services.
Memory resource is more feasible for reservation than CPU resource.
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Discussion
Different jobs have different characteristics, the
scheduler cannot properly split jobs, which is one of
the fundamental causes of imbalance.
Reasonably predicting the job characteristics and
dynamically allocating resources become a good way
to reduce the imbalance.
How to make great use of wasted resources is a
challenge that needs to be solved.
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Conclusion
• We discover several interesting insights about
imbalance that appears in the cloud.
• Imbalance brings great challenges to existing
cluster management system.
• We argue the imbalance in both machines and
workloads is a main factor affecting the efficiency
of resource schedulers and will drive the design of
more effective and efficient schedulers for the
cloud.

